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FAST GROWTH AND HIGH PERFORMANCE 

In the two years since our launch, SparkPost has 
become the world’s fastest-growing email delivery 
service. That growth is a reflection of the trust our 
customers place in our service.

Performance, scalability, and reliability are funda-
mental to how we engineered the SparkPost 
service, but they didn’t come about in a vacuum. 
Our company’s heritage is deeply rooted in nearly 
two decades of unparalleled expertise with high-
performance email infrastructure. As Message 
Systems, our team developed Momentum and 
PowerMTA, the market’s highest-performing email 
delivery servers (more precisely known as Message 
Transfer Agents, or MTAs).

Today, more than 25% of the world’s non-spam 
mail is sent using our technology. Installations 
of Momentum and PowerMTA power the data 
centers of the largest Email Service Providers (ESPs) 
and other high-volume senders. SparkPost itself 
is handling tens of billions of messages a month 
for tens of thousands of active users, and also for 
large SparkPost customers such as Pinterest, Zillow, 
CareerBuilder, and many others.

The migration of complex, highly optimized soft-
ware like MTAs to a service-based delivery model 
requires more than a just a change in platform. The 
cloud represents a fundamental transformation in 
technology architecture. This brief will outline some 
of the considerations any business migrating MTAs 
and similar software to the cloud should consider.

THE CLOUD’S BENEFITS ARE CLEAR

A few years ago, our team and many of our 
customers recognized that the cloud promised 
the ability to deliver the performance of our best-
in-class messaging with dramatically improved 
economics and business flexibility. We understood 
that not only would it be more cost-effective for 
our customers to get started, but that it also would 
reduce the ongoing burden on their resources in 
areas like server maintenance, software mainte-
nance, and deliverability analysis and resolution.

Our team’s experience developing and managing 
high-performance email infrastructure has been a 
major part of why SparkPost has been successful 
with that transformation, but so too has been our 
vision of what a “cloud native” service really entails.

To get there, we knew we needed to do it the right 
way. Standing up servers in a data center wasn’t an 
option—because traditional data center models 
would limit our scalability, reliability, and opera-
tional flexibility in all the same ways our customers 
were trying to avoid.

That’s a major reason we selected Amazon Web 
Services (AWS) to provide SparkPost’s underlying 
infrastructure. AWS and other cloud platforms 
such as Microsoft Azure, Google Cloud, and 
Salesforce’s Heroku offer significant technical and 
business benefits.

The cloud’s flexibility enables us to grow our service 
rapidly and to deliver the performance qualities 
upon which our customers depend. The devops 
and continuous deployment operational model of 
the cloud enables our technical staff to focus on 
steady feature enhancements, messaging security, 
and improving the overall customer experience.

REARCHITECTING EMAIL DELIVERY  
AT SCALE FOR THE CLOUD

However, the benefits of building a cloud-native 
messaging solution require a conceptual change 
more significant than taking an MTA and installing it 
on a virtual machine in someone else’s data center. 
While a small-scale sender may be able to spin up 
a single VM, install an MTA, and send moderate 
volumes of traffic through a cloud platform, that 
architectural model doesn’t hold up at scale.

There are many issues to consider 
for anyone thinking about moving 
existing, complex infrastructure 
such as email to the cloud.
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Scaling a system to send billions of messages per 
month comes with a certain degree of learning and 
difficulty. Our experience at SparkPost shows that 
there are a number of technical challenges and 
lessons that necessitate rethinking the architecture 
of an MTA or similar messaging platform. Here are 
just a few of the many issues to consider for anyone 
thinking about moving existing, complex infrastruc-
ture such as email to the cloud.

DEPLOYING A STATEFUL SYSTEM  
ON A STATELESS CLOUD

The typical solution built and deployed to a cloud 
platform like AWS is inherently stateless: each 
cloud-based server takes a request, typically over 
HTTP, processes it, and then drops the request and 
moves on to the next one. While the server will 
often query a cache or a data source, there is no 
persistence of information from one client request 
to the next. A typical web server may service only 
one request related to a given user’s browsing 
session, with load balancing causing subsequent 
requests to go to a different server in the cloud 
infrastructure. This approach is easily scalable and 
is what AWS was designed to do.

By contrast, email is not stateless. When a 
message is injected into an MTA, it is not deliv-
ered immediately but is instead queued up for 
delivery, and the injecting application connection 
is terminated before delivery occurs. The MTA will 
attempt delivery, but the first attempt is not always 
successful: Internet Service Providers (ISPs) such 
as Gmail and Yahoo! may reject the initial delivery 
attempt of a message for various reasons including 
excess load and graylisting, where an ISP rejects 
a message on its initial attempt to see if the MTA 
attempting delivery behaves according to best 
practices and tries the delivery again within a few 
minutes. (Graylisting works because many malicious 
mailing applications will make just a single attempt 
and then move on.)

Because messages have to be queued, MTAs 
cannot be deployed and scaled like stateless web 
servers. You cannot simply take an MTA down at 

any given time, or any messages in queue at the 
time of shutdown would cease delivery attempts 
until that specific instance is brought back online. 
In addition, the VM that an MTA is deployed on has 
to be provisioned with non-volatile storage, and 
not a static image that is rebuilt every time the VM 
is deployed (or the messages would be lost perma-
nently). It is important to ensure that the queues of 
existing nodes are completely drained before they 
are taken offline.

In addition, because the existing workload is on 
individual machines in isolated queues, your perfor-
mance gains in a stateful MTA environment are 
different than those in a stateless web environment: 
when you add more MTAs, you only gain capacity 
for future workload; all the existing messages are 
still on the queues of the existing virtual machines. 
This can potentially lead to extra work in moving 
queued messages are new nodes are brought 
online, or additional logic to make sure workload is 
balanced to the new machines in a cluster.

TESTING THE CLOUD’S OUTER LIMITS

One lesson we quickly came across as we moved 
to a cloud-based platform is that, in spite of the 
cloud’s dramatic scalability, there is of course some 
limit for everything. Some of those are published, 
but many are not. Published limits include things 
like the attributes included in the instance list 
published by AWS, but also unpublished limita-
tions around almost every service in AWS that you’ll 
need to find through trial and error.

Instance Limitations

Running a high performance MTA is a resource-
intensive undertaking, and as such it takes a lot 
of horsepower. You need a lot of CPU for things 
like message processing, DKIM signing, and TLS 

MTAs cannot be deployed and 
scaled like stateless web servers.
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handling, plenty of RAM for queuing messages 
so that they can be delivered efficiently, and a 
lot of fast non-volatile storage for spooling those 
messages. We use compute-optimized instances 
for our purposes. The sizing of instances is some-
thing that is best determined by testing different 
instance sizes under representative production 
load, and then making decisions based on your 
preferences around horizontal vs. vertical scaling.

In fact, it’s hard to overstate how much testing 
we’ve performed to get this right. Testing is critical 
because changing instance types on the fly is diffi-
cult due to the stateful nature of the deployment. If 
you need to scale up a stateless machine you take 
it down, define a new instance with the same image 
and bring up a new one. A stateful machine can’t 
have the instance type changed underneath it, and 
as a result picking the wrong instance type has a 
significant impact.

In addition to the CPU, RAM, network, and other 
spec limits of the various AWS instance types, 
there is additionally a limit on the number of IPs 
that can be allocated to the various sizes and 
classes of instances provided by AWS. The table 
provided in the EC2 User Guide lays out the limits 
to how many network interfaces each instance type 
can provision, and how many IPv4 addresses can 
be assigned per interface. Due to various factors 
including IP reputation, there is a limit to how 
much traffic the average ISP will accommodate 
per source IP address, and this in turn imposes a 
threshold for how many IP addresses are needed 
to move a given amount of traffic. A good guide-
line is to expect to need one IP address per 
100,000 messages per hour you need to send. This 
can be affected by things like traffic segmentation 
and sending reputation, but for a high-volume 
sender it means you may need a large number of 
sending IP addresses.

To accommodate our sending volumes, we have 
had to introduce a proxy layer into our environ-
ment to help provision the number of IPs required 
within the per-instance constraints AWS has 
imposed, and then scale that proxy layer out as 

our IP needs increase, relative to our MTA layer, 
which scales out based on volume needs.

Hidden Limitations

The greater challenge we have encountered with 
bringing messaging to the cloud comes from the 
various limits AWS places on their services that are 
not published. Our experience shows that practi-
cally all AWS services have limits placed upon them 
of one kind or another. Some limits are clearly 
documented, while others are not. Occasionally, 
some are not even known in direct support interac-
tions. It is up to the user to find those limits and be 
ready for the fact that those limits are subject to 
change at any time.

One prominent example of a limit that we had 
to deal with recently revolved around our use of 
DNS and how it pushed against an aggregate 
network throughput limit imposed by AWS. (As 
you may know, email delivery is extremely DNS 
intensive, with multiple lookups for each message 
sent.) Our Site Reliability Engineering (SRE) team 
works around the clock to identify issues created 
by these undocumented limitations and resolves 
them quickly, often working with our principal 
technical architects to make our infrastructure 
more robust and scalable within the constraints 
that AWS can impose.

IT TAKES A VILLAGE

Moving to the cloud is not just a technology 
hurdle—it took the right people to make sure our 
customers were successful. We had to bring in 
expertise in engineering, operations, deliverability, 
and customer care to ensure the success of our 
customers in a scalable cloud-driven environment.

When building a team to support a cloud service, 
you need people with different skills than those 
that were leveraged for an on-premises installation. 
For example, a server team needs networking skills 
related to the EC2 environment. Understanding 
VPCs, route tables, subnets, security groups, etc., 
is a whole new class of network administration—
in fact, on-premises networking skills with real 
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switches and firewalls does not translate directly to 
the cloud, where networking is all virtual.

In the same vein, your development team needs 
to understand how to develop against the various 
services offered by AWS to succeed. Deploying on 
AWS as if it were a big pool of servers will never be 
as scalable and effective as building your infrastruc-
ture as a service that is “cloud native” and that 
leverages the unique AWS offerings around inter-
process messaging, storage, and analytics.

Or consider how a support team needs to not only 
understand your services, but needs to understand 
how to identify when they need to escalate to engi-
neering versus devops based on how an issue looks.

Provisioning is a different beast in an environment 
like the cloud, since adding customers can mean 
scaling in a number of systems. You need a devops 
team that can look at the whole environment 
holistically, knowing where instances will need to 
be added at various layers depending on particular 
use patterns or new traffic being on-boarded.

CONCLUSION

And, finally, it’s worth noting a major benefit of 
using a cloud email infrastructure provider: “No 
More Upgrades.” If you’ve ever migrated mail 
servers, you understand how time-consuming and 
fraught with risk upgrading MTA software in a 
production environment can be. The cloud requires 
zero-downtime upgrades.

None of this is easy. Implementing existing, 
complex infrastructure such as email as a cloud-
native service can be done—after all, SparkPost 
has done it in a major way. But it’s a challenge to 
which we’ve dedicated a lot of resources (as well 
as meaningful cultural change) in order to deliver 
on our goal of making our customers of all sizes 
successful at sending and delivering billions of 
messages per month at scale.

The cloud can make even the most complex 
systems feel deceptively simple—which allows the 
technical and business benefits to stand front and 
center. But if you’re a software engineer or archi-
tect building for the cloud, you understand how 
important solving these complex needs really are 
to achieve that.

We hope the lessons we realized in the course of 
this strategic effort are useful as you develop your 
own complex services. And if you’re considering 
moving email infrastructure into the cloud, be sure 
you think through all of your options, including 
selecting an existing cloud-native email infrastruc-
ture provider. 

ABOUT SPARKPOST

SparkPost is the world’s number one email infra-
structure provider. Our customers—including 
Pinterest, Twitter, CareerBuilder, LinkedIn, Zillow, 
and Comcast—send over 3 trillion messages a 
year, over 25% of the world’s non-spam email. 
The SparkPost service for sending API-driven 
transactional and marketing email provides the 
industry-leading performance, deliverability, flex-
ibility, and analytics they need to drive customer 
engagement for their business.

Contact us today! Learn more  
about email delivery in the cloud. 
Follow us on Twitter @SparkPost or visit sparkpost.com
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